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?
 Generalization: See how the function performs on new, unseen, images 

f(xnew) The fraction of mistakes on new images  
is called the generalisation error
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Rademacher and VC bounds

Credit: Machine Learning Theory, lecture notes @CMU
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Physicists like Models

Physicists do not like worst case analysis, and instead study models of data

Spherical cow in vacuum

credit: XKCD
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The Teacher-Student scenario

P. Carnevali & S. Patarnello  (1987) 
N. Tishby, E. Levin, & S. Solla (1989) 
E. Gardner, B. Derrida (1989) 
…. 
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Now that we have a model of data,  
we can compute anything….
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Statistical Physics Setting

ℋ = N −
N

∑
i=1

δyi, f( ⃗x i) = N −
N

∑
i=1

1 + yi f( ⃗x i))
2

Hamiltonian == Cost function Ex: Binary classification
Ground state energy == minimal error

Average over disorder == Average on data generated by the teacher 

F = − β𝔼data log Z(data)

Spin-glass like model in statistical mechanics of disordered systems



A BIT OF HISTORY

‣ Very active part of statistical physics in the 90s. An entire section of    
arxiv.org/cond-mat is devoted to Disordered Systems and Neural Networks. 
Hundreds of papers following these studies.  
‣ Review articles and book:  

• Seung, Sompolinsky, Tishby. Statistical mechanics of learning from 
examples, Phys. Rev. A, 1992.  

• Watkin, Rau, Biehl. The statistical mechanics of learning a rule,                   
Reviews of Modern Physics, 1993.  

• Engel, Van den Broeck. Statistical Mechanics of Learning,                         
Cambridge University Press, 2001. 

‣ Many questions left open, need to re-think many results (next slide). 
‣ After 2000, not much activity on *artificial* neural networks among statistical 

physics community.  
‣ Massive come-back in recent years as Deep Learning made his impact

http://arxiv.org


(SOME) OPEN QUESTIONS

Can one compute the worst-case Rademacher bound? 

Can one compute the optimal generalisation rigorously ? 

How does these two compare?  

Can optimal results be obtained by a tractable (i.e. polynomial) 
algorithms?  

How good is Stochastic Gradient Descent in this case?
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How does these two compare?  

Can optimal results be obtained by a tractable (i.e. polynomial) 
algorithms?  
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All answered in this talk. 
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Generalisation in single &  

multi-Layer teacher-student networks



Single Layer Neural Nets
Teacher is a SLNT, Student is a SLNT

Pout(y|z) = EP⇠ [�(y � '⇠(z)]
<latexit sha1_base64="3DCK2/ZskIO7DM2n5W2zUpFeUhI="></latexit><latexit sha1_base64="3DCK2/ZskIO7DM2n5W2zUpFeUhI="></latexit><latexit sha1_base64="3DCK2/ZskIO7DM2n5W2zUpFeUhI="></latexit><latexit sha1_base64="3DCK2/ZskIO7DM2n5W2zUpFeUhI="></latexit>

y = φξ(z) = φξ(x ⋅ w)



RESULT 1: BAYES OPTIMAL RESULT

Theorem 1 (replica free entropy, informally): 

f = sup
m

inf
m̂

fRS(m, m̂)

fRS(m, m̂) = �PX (m̂) + ↵�Pout(m; ⇢)� mm̂

2

⇢ = EPX (x2)

where

Barbier, FK, Macris, Miolane, Zdeborova arXiv:1708.03395, COLT’18

Def. “quenched” free entropy:

�PX (m̂) ⌘ Ez,x0
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Theorem 1 (replica free entropy, informally): 
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RESULT 1: BAYES OPTIMAL RESULT

Theorem 2 (informally): Optimal generalisation error is

where m* is the extremizer of fRS.

𝔼v,ξ [φξ( ρ v)2] − 𝔼v [𝔼w,ξ [φξ( m* v + ρ − m* w)]
2] ⇢ = EPX (x2)

v, w ⇠ N (0, 1)



Theorem 1 (replica free entropy, informally): 

f = sup
m

inf
m̂

fRS(m, m̂)

fRS(m, m̂) = �PX (m̂) + ↵�Pout(m; ⇢)� mm̂

2

Def. “quenched” free entropy: ↵ =
n

p
<latexit sha1_base64="fmkaGsr9i365g3sDOXJdOL6iAUI=">AAAB/nicdVDLSsNAFJ34rPUVFVduBovgKiRF0I1QdOOygn1AE8rNdNIOnUzCzEQoIeCvuHGhiFu/w51/46St4PPA5R7OuZe5c8KUM6Vd991aWFxaXlmtrFXXNza3tu2d3bZKMkloiyQ8kd0QFOVM0JZmmtNuKinEIaedcHxZ+p1bKhVLxI2epDSIYShYxAhoI/XtfR94OgJ8jv1IAslFkacF7ts116m7JfBv4jnT7tbQHM2+/eYPEpLFVGjCQame56Y6yEFqRjgtqn6maApkDEPaM1RATFWQT88v8JFRBjhKpCmh8VT9upFDrNQkDs1kDHqkfnql+JfXy3R0FuRMpJmmgsweijKOdYLLLPCASUo0nxgCRDJzKyYjMDFok1jVhPD5U/w/adcdz3W865Na42IeRwUdoEN0jDx0ihroCjVRCxGUo3v0iJ6sO+vBerZeZqML1nxnD32D9foBp7OVSA==</latexit><latexit sha1_base64="fmkaGsr9i365g3sDOXJdOL6iAUI=">AAAB/nicdVDLSsNAFJ34rPUVFVduBovgKiRF0I1QdOOygn1AE8rNdNIOnUzCzEQoIeCvuHGhiFu/w51/46St4PPA5R7OuZe5c8KUM6Vd991aWFxaXlmtrFXXNza3tu2d3bZKMkloiyQ8kd0QFOVM0JZmmtNuKinEIaedcHxZ+p1bKhVLxI2epDSIYShYxAhoI/XtfR94OgJ8jv1IAslFkacF7ts116m7JfBv4jnT7tbQHM2+/eYPEpLFVGjCQame56Y6yEFqRjgtqn6maApkDEPaM1RATFWQT88v8JFRBjhKpCmh8VT9upFDrNQkDs1kDHqkfnql+JfXy3R0FuRMpJmmgsweijKOdYLLLPCASUo0nxgCRDJzKyYjMDFok1jVhPD5U/w/adcdz3W865Na42IeRwUdoEN0jDx0ihroCjVRCxGUo3v0iJ6sO+vBerZeZqML1nxnD32D9foBp7OVSA==</latexit><latexit sha1_base64="fmkaGsr9i365g3sDOXJdOL6iAUI=">AAAB/nicdVDLSsNAFJ34rPUVFVduBovgKiRF0I1QdOOygn1AE8rNdNIOnUzCzEQoIeCvuHGhiFu/w51/46St4PPA5R7OuZe5c8KUM6Vd991aWFxaXlmtrFXXNza3tu2d3bZKMkloiyQ8kd0QFOVM0JZmmtNuKinEIaedcHxZ+p1bKhVLxI2epDSIYShYxAhoI/XtfR94OgJ8jv1IAslFkacF7ts116m7JfBv4jnT7tbQHM2+/eYPEpLFVGjCQame56Y6yEFqRjgtqn6maApkDEPaM1RATFWQT88v8JFRBjhKpCmh8VT9upFDrNQkDs1kDHqkfnql+JfXy3R0FuRMpJmmgsweijKOdYLLLPCASUo0nxgCRDJzKyYjMDFok1jVhPD5U/w/adcdz3W865Na42IeRwUdoEN0jDx0ihroCjVRCxGUo3v0iJ6sO+vBerZeZqML1nxnD32D9foBp7OVSA==</latexit><latexit sha1_base64="fmkaGsr9i365g3sDOXJdOL6iAUI=">AAAB/nicdVDLSsNAFJ34rPUVFVduBovgKiRF0I1QdOOygn1AE8rNdNIOnUzCzEQoIeCvuHGhiFu/w51/46St4PPA5R7OuZe5c8KUM6Vd991aWFxaXlmtrFXXNza3tu2d3bZKMkloiyQ8kd0QFOVM0JZmmtNuKinEIaedcHxZ+p1bKhVLxI2epDSIYShYxAhoI/XtfR94OgJ8jv1IAslFkacF7ts116m7JfBv4jnT7tbQHM2+/eYPEpLFVGjCQame56Y6yEFqRjgtqn6maApkDEPaM1RATFWQT88v8JFRBjhKpCmh8VT9upFDrNQkDs1kDHqkfnql+JfXy3R0FuRMpJmmgsweijKOdYLLLPCASUo0nxgCRDJzKyYjMDFok1jVhPD5U/w/adcdz3W865Na42IeRwUdoEN0jDx0ihroCjVRCxGUo3v0iJ6sO+vBerZeZqML1nxnD32D9foBp7OVSA==</latexit>

f ⌘ lim
p!1

1

p
Ey,F logZ(y, F )

<latexit sha1_base64="uqOwIkXH8EYMXWizm89fArFrhDY="></latexit><latexit sha1_base64="uqOwIkXH8EYMXWizm89fArFrhDY="></latexit><latexit sha1_base64="uqOwIkXH8EYMXWizm89fArFrhDY="></latexit><latexit sha1_base64="uqOwIkXH8EYMXWizm89fArFrhDY="></latexit>

Barbier, FK, Macris, Miolane, Zdeborova arXiv:1708.03395, COLT’18

Generalization and rigorous proof of early results by  
Derrida, Gardner ’89, Gyorgyi ’90 & Sompolinsky, Tishby, Seung ‘92

RESULT 1: BAYES OPTIMAL RESULT

Theorem 2 (informally): Optimal generalisation error is

where m* is the extremizer of fRS.

𝔼v,ξ [φξ( ρ v)2] − 𝔼v [𝔼w,ξ [φξ( m* v + ρ − m* w)]
2] ⇢ = EPX (x2)

v, w ⇠ N (0, 1)



Groundstate energy gives the Rademacher Complexity

Rademacher complexity can be obtained with the replica method

Aubin, FK, Zdeborova, in preparation

RESULT 2: RADEMACHER COMPLEXITY

eGS = lim
p→∞

𝔼random label
< ℋ >T→0

p

Groundstate energy with random labels:

f rand(T, α) = lim
n,p→∞

𝔼random label
1
p

log (∫ dθe−βℋ)
eGS = − ∂β f rand(T, α)

from replica method (1RSB level)

ℛN = 1 −
2eGS(α)

α
↵ =

n

p
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Groundstate energy gives the Rademacher Complexity

Rademacher complexity can be obtained with the replica method

Aubin, FK, Zdeborova, in preparation

RESULT 2: RADEMACHER COMPLEXITY

eGS = lim
p→∞

𝔼random label
< ℋ >T→0

p

Groundstate energy with random labels:

f rand(T, α) = lim
n,p→∞

𝔼random label
1
p

log (∫ dθe−βℋ)
eGS = − ∂β f rand(T, α)

from replica method (1RSB level)

ℛN = 1 −
2eGS(α)

α
↵ =

n

p
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Mathematically open 



Typical vs Worst case
Spherical Perceptron

α =
N
P

Bayes-optimal  
Mean-Squared-Error

Rademacher Complexity 
(from the replica method)

W ∈ ℝp; | |W | |2
2 = 1



Typical vs Worst case
Spherical Perceptron

α =
N
P

Bayes-optimal  
Mean-Squared-Error

Rademacher Complexity 
(from the replica method)

Gardner Capacity α=2

W ∈ ℝp; | |W | |2
2 = 1

Cover (1965), Derrida-Gardner, 1988, 1989 



Typical vs Worst case

α =
N
P

Bayes-optimal  
Mean-Squared-Error

Rademacher Complexity 
(from the replica method)

C
N

C′�
N1/2

Gardner Capacity α=2

Spherical Perceptron W ∈ ℝp; | |W | |2
2 = 1
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Typical vs Worst case
C
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r
Binary Perceptron Wi = ± 1

Bayes-optimal  
Mean-Squared-Error

Rademacher Complexity 
(from the replica method)

Gardner Capacity α=0.8333

Perfect generalisation α=1.24…

Mezard-Krauth ’89

α =
N
P



Typical vs Worst case
Binary Perceptron Wi = ± 1

Rademacher Complexity 
decays as C/N-0.5

α =
N
P



Multi-Layer Neural Nets

data
X

y
labels

WP input units

K hidden units

output unit

N training samples

The Committee machine

Limit:  

K = O(1)
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α =
N
P

= O(1) N, P → ∞
K = O(1)
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Rachemacher bound
Mitchison and Durbin [Biol. Cybern. 60, 345 (1989)],  
Monasson-Zecchina ‘95 Gardner Capacity:    dGardner ≈ PK log K

We thus expect a decay as           shortly after N ≫ PK log KC

N

I α =
N
PαGardner ≈ K log K

Worst case garanties
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Optimal generalization

NeurIPS 2018



Specialization phase transition 
= hidden units specialise to 
correlate with specific features. 

K=2

sign(0) = 0
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Optimal generalization

Specialization phase transition 

First-order threshold:   

yµ = sign
h KX

l=1

sign(
pX

i=1

Fµix
⇤
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i
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Committee machine

I
α =

N
D

αIT = O(PK )

Very large gap between typical and worst case!

αIT = O(K log(K ))
I

No good 
 learning Good “typical” performances Good “worst case” 

 performances





3

Efficient Optimal Algorithm



Single Layer Neural Nets
Teacher is a SLNT, Student is a SLNT

Pout(y|z) = EP⇠ [�(y � '⇠(z)]
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y = φξ(z) = φξ(x ⋅ w)



APPROXIMATE MESSAGE PASSING 
(AMP)

‣ No optimal and efficient algorithm during the classic period of stat-mech of 
neural nets (e.g. State of the art: MCMC for binary perceptron when P<50) 
‣ Spectacular recent progress on AMP, a mean-field method “on steroid”: 

Thouless-Anderson-Palmer ’76 (TAP): improved mean-field equations

George-Yeddida ’91:TAP is a correction to standard mean-field

Applying TAP to various problems: Neural networks Mezard ’89, 
Hopfield model Sompolinsky ’92, Error-correction Tanaka ’02

TAP becomes an iterative algorithm “AMP”: Donoho, Maleki, 
Montanari’09 for compressed sensing and linear estimation, 
Rangan’10 generic output  for linear estimation

Rigorous results on AMP: Bolthausen ‘09, Bayati, Montanari’10, 



AMP IN A NUTSHELL

(
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THE SHERRINGTON-KIRKPATRICK MODEL

)



AMP FOR TEACHER-STUDENT

Onsager 
terms

Simple to implement, only 
matrix multiplications, O(N2)

Distribution available on github.com/sphinxteam/GLMStructuredInput



WHY DO WE ♥ AMP? 
STATE EVOLUTION

Define:  

mt in the AMP algorithm evolves as: 

Recall the RS free energy we proved few slides ago?

mt ⌘ 1

N

NX

i=1

x⇤
i a

t
i then  MSE(t) = ⇢�mt

fRS(m, m̂) = �PX (m̂) + ↵�Pout(m; ⇢)� mm̂

2

mt+1 = 2@m̂�PX (m̂t)

m̂t = 2↵@m�Pout(m
t; ⇢)

AMP is doing a “gradient” descent in the replica free energy

N,M ! 1,↵ ⌘ M/N = O(1)
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AMP vs Optimal learning
Real value case
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AMP vs Optimal learning
Binary case

↵IT = 1.249

↵Alg = 1.493



Johannes Diderik  
van der Waals 

EASY HARD IMPOSSIBLE

low temperature high temperature

Lev Landeau 

more data Less data

FIRST ORDER AND 
THE HARD PHASE!

m

 TIT < T 

TAMP < T < TIT

T < TAMP

fRS



Hard phases everywhere!
Identified in probabilistic models for: 
‣ stochastic block model 
‣ dense planted sub-matrix;       
‣ low-rank tensor completion;         
‣ compressed sensing;                                           
‣ planted constraint satisfaction;                        
‣ Gaussian mixture clustering;                           
‣ low-density parity check error correcting codes;                                       
‣ sparse principal component analysis;                   
‣ generalised linear regression;                                                               
‣ dictionary learning;                                                               
‣ blind source separation;  
‣ learning in binary perceptron;  
‣ phase retrieval; …



Multi-Layer Neural Nets

data
X

y
labels

WP input units

K hidden units

output unit

N training samples

The Committee machine

Limit:  

K = O(1)
<latexit sha1_base64="pnb2kdx6DB2WkAndPWumY4tr6mw=">AAAB7XicbVBNSwMxEJ2tX7V+VT16CRahXsquFPQiFL0IHqxgP6BdSjbNtrHZZEmyQln6H7x4UMSr/8eb/8a03YO2Phh4vDfDzLwg5kwb1/12ciura+sb+c3C1vbO7l5x/6CpZaIIbRDJpWoHWFPOBG0YZjhtx4riKOC0FYyup37riSrNpHgw45j6ER4IFjKCjZWat5d3Ze+0Vyy5FXcGtEy8jJQgQ71X/Or2JUkiKgzhWOuO58bGT7EyjHA6KXQTTWNMRnhAO5YKHFHtp7NrJ+jEKn0USmVLGDRTf0+kONJ6HAW2M8JmqBe9qfif10lMeOGnTMSJoYLMF4UJR0ai6euozxQlho8twUQxeysiQ6wwMTaggg3BW3x5mTTPKp5b8e6rpdpVFkcejuAYyuDBOdTgBurQAAKP8Ayv8OZI58V5dz7mrTknmzmEP3A+fwD3vI4P</latexit><latexit sha1_base64="pnb2kdx6DB2WkAndPWumY4tr6mw=">AAAB7XicbVBNSwMxEJ2tX7V+VT16CRahXsquFPQiFL0IHqxgP6BdSjbNtrHZZEmyQln6H7x4UMSr/8eb/8a03YO2Phh4vDfDzLwg5kwb1/12ciura+sb+c3C1vbO7l5x/6CpZaIIbRDJpWoHWFPOBG0YZjhtx4riKOC0FYyup37riSrNpHgw45j6ER4IFjKCjZWat5d3Ze+0Vyy5FXcGtEy8jJQgQ71X/Or2JUkiKgzhWOuO58bGT7EyjHA6KXQTTWNMRnhAO5YKHFHtp7NrJ+jEKn0USmVLGDRTf0+kONJ6HAW2M8JmqBe9qfif10lMeOGnTMSJoYLMF4UJR0ai6euozxQlho8twUQxeysiQ6wwMTaggg3BW3x5mTTPKp5b8e6rpdpVFkcejuAYyuDBOdTgBurQAAKP8Ayv8OZI58V5dz7mrTknmzmEP3A+fwD3vI4P</latexit><latexit sha1_base64="pnb2kdx6DB2WkAndPWumY4tr6mw=">AAAB7XicbVBNSwMxEJ2tX7V+VT16CRahXsquFPQiFL0IHqxgP6BdSjbNtrHZZEmyQln6H7x4UMSr/8eb/8a03YO2Phh4vDfDzLwg5kwb1/12ciura+sb+c3C1vbO7l5x/6CpZaIIbRDJpWoHWFPOBG0YZjhtx4riKOC0FYyup37riSrNpHgw45j6ER4IFjKCjZWat5d3Ze+0Vyy5FXcGtEy8jJQgQ71X/Or2JUkiKgzhWOuO58bGT7EyjHA6KXQTTWNMRnhAO5YKHFHtp7NrJ+jEKn0USmVLGDRTf0+kONJ6HAW2M8JmqBe9qfif10lMeOGnTMSJoYLMF4UJR0ai6euozxQlho8twUQxeysiQ6wwMTaggg3BW3x5mTTPKp5b8e6rpdpVFkcejuAYyuDBOdTgBurQAAKP8Ayv8OZI58V5dz7mrTknmzmEP3A+fwD3vI4P</latexit><latexit sha1_base64="pnb2kdx6DB2WkAndPWumY4tr6mw=">AAAB7XicbVBNSwMxEJ2tX7V+VT16CRahXsquFPQiFL0IHqxgP6BdSjbNtrHZZEmyQln6H7x4UMSr/8eb/8a03YO2Phh4vDfDzLwg5kwb1/12ciura+sb+c3C1vbO7l5x/6CpZaIIbRDJpWoHWFPOBG0YZjhtx4riKOC0FYyup37riSrNpHgw45j6ER4IFjKCjZWat5d3Ze+0Vyy5FXcGtEy8jJQgQ71X/Or2JUkiKgzhWOuO58bGT7EyjHA6KXQTTWNMRnhAO5YKHFHtp7NrJ+jEKn0USmVLGDRTf0+kONJ6HAW2M8JmqBe9qfif10lMeOGnTMSJoYLMF4UJR0ai6euozxQlho8twUQxeysiQ6wwMTaggg3BW3x5mTTPKp5b8e6rpdpVFkcejuAYyuDBOdTgBurQAAKP8Ayv8OZI58V5dz7mrTknmzmEP3A+fwD3vI4P</latexit>

α =
N
P

= O(1) N, P → ∞
K = O(1)
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Sanjeev Arora at ICML’18: Tutorial on theory of deep learning.  



Specialization phase transition 
= hidden units specialise to 
correlate with specific features. 
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Optimal generalization

Specialization phase transition 

First-order threshold:   

yµ = sign
h KX

l=1

sign(
pX

i=1

Fµix
⇤
il)
i
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Optimal generalization

Specialization phase transition 

First-order threshold:   

yµ = sign
h KX

l=1

sign(
pX

i=1

Fµix
⇤
il)
i
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Optimal generalization

yµ = sign
h KX

l=1

sign(
pX

i=1

Fµix
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Large algorithmic gap: 
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Committee machine

I
α =

N
P

αIT = O(PK )

Very large gap between typical and worst case!

αIT = O(K log(K ))
I

No good 
 learning Good “typical”  

performances

Good “worst case” 
 performances

I
αAMP = O(K2)

Algorithmically 
 doable





Online learning with SGD

4

arxiv:1901.09085



Gradient-Descent, one sample at a time…

E({W}, xi) =
1
2

(ϕ(W, xi) − yi)2

Wt+1
k = Wt

k −
κ
P

Wt
k −

η

P
∇E(W) |(xt,yt)

At each time, minimize:

Weight decay

Stochastic Gradient

Learning rate



Gradient-Descent, one sample at a time…

Wt+1
k = Wt

k −
κ
P

Wt
k −

η

P
∇E(W) |(xt,yt)

W. Kinzel and P. Rujan ’90 
C.W.H.Mace & A.C.C.Coolen ‘98  

E. Oja and J. Karhunen ’85 
… 
Wang & Lu ‘16

Can be analysed efficiently in teacher/student setting  
by a ordinary differential equations in the teacher/student case 

M. Biehl and H. Schwarze '95 
Saad and S.A. Solla ’95 
… 
Last talk by Andrea (Different setting…)

Single Layer Multi-Layer 



The committee machine
Teacher: Student:ϕ(B, x) =

K

∑
m=1

g ( Bmx

P ) + σξ ϕ(B, x) =
M

∑
k=1

g ( Wkx

P )

ϵg =
1
2

𝔼xnew

M

∑
m=1

g ( Bmxnew

P ) −
K

∑
k=1

g ( Wkxnew

P )
2

P P

P



The committee machine

Rkm =
WkBm

N
Qkl =

WkWl

N

νμ
m =

Bmxμ

P

λμ
k =

Wkxμ

P

Teacher: Student:ϕ(B, x) =
K

∑
m=1

g ( Bmx

P ) + σξ ϕ(B, x) =
M

∑
k=1

g ( Wkx

P )



The committee machine

https://github.com/sgoldt/pyscm
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Asymptotic generalisation error
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Asymptotic generalisation error

Derived for Sigmoidal networks  

Structured patterns (i.e. MNIST) 
In random teacher-student

Very robust scaling! 
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Online learning works and generalize well…

Asymptotic generalisation error

 … even in the overparametrized regime!

However ! Notice the scaling ϵ*g ∝ ηL

Time is samples: 
Overparametrized students require larger training set!

Online SGD does not perform magic



The hard phase is still hard!

2 3 4 5

K=2M

K=M

squared slope

time = samples needed to converge grows as PK2, just as for AMP 
Over-parametrization and SGD do not perform magic in the hard region
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Teacher-Student Scenario
★Allows for a detailed analytical description (& some mathematically rigorous statements)

★Rich picture for optimal generalization, Rademacher bounds, various algorithms, etc…

★Old topic, but still much to do and many recent works in this setting                                                                                                   
(e.g. Zecchina’s group, see also Marylou Gabrie’s poster on mutual information)

★ What is needed now ? (a) Realistic teacher, with structured and correlated data                                                     
(b) More studies on over-parametrized models
(c) More studies on practical algorithms


